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Abstract

2

Illumination Invariant Images

2.1

We present a method for shadow removal from un-sourced
imagery based on the observation that the projection angle which yields the minimum entropy produces a grey-scale
image which is invariant of illumination conditions; hence,
shadow-free. Shadow edges can then be located by intersecting the edges in the shadow-free image and the original
image. By thresholding the edge information, and reintegrating the gradient, we arrive at the shadow-free 3-band
color image. Results of our experiments suggest that this
method is appropriate for natural images when camera information is not available, with some constraints on image
compression levels.

Algorithm

Input: RGB image Iorig with shadow
1. Apply gaussian smoothing to remove noise
2. Get the log chromaticity of Iorig as ρ
3. For θk in 1..180,
project the data in to 1-D space
find the entropy ηk
4. Project ρ in angle θ = min(ηk ) to get the illumination
k

invariant gray scale image I
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Introduction

5. Project back to 2-vector space and add back lighting information to get the illumination invariant chromaticity image

Shadow removal is a well addressed problem in computer
vision due to the negative effect shadows pose on object
tracking, segmentation, recognition and etc. A shadow is
caused by a change in illumination intensity and color [1].
Human vision is robust to changes in illumination; hence, it
is possible for humans to recognize colors in the presence
of different lighting conditions (such as shadows). Mimicking this process for images is known as the color constancy
problem [2].
In this work, we attempt to remove shadows from images
by producing an illumination invariant grey scale image.
In previous approaches, the angle for an invariant direction
was found by camera calibration. However, to make our
approach adaptable to any camera without calibration, we
build on the observation that the correct projection angle is
the one that minimizes the entropy [3]. Projecting in to the
correct angle produces a 1-D grey scale image (as shown in
Figure 1). After acquiring the grey scale image, we recover
the shadow-free L-1 chromaticity image by adding back the
light of the brightest pixels. As the final step, we find the
shadow mask from the edge maps of the original image and
the invariant image, which is reintegrated to produce the 3band shadowless color image.

6. Locate the shadow mask as ∇Iorig ∩ ∇I
7. For each color channel in the original image Iorig
Set ∇Iorig = 0 for the pixels belonging to the
shadow mask
Solve the Poisson equation in Fourier domain to
get back the shadow free image Iout
Output: Shadow free 3 band color image Iout

2.2

1-D invariant image

We derive an illumination invariant greyscale image based
on the concepts described in this section. When Rk is the 1channel intensity of the RGB color image (k=1..3), we can
form the 3-vector chromaticities c by dividing each color
channel by the RGB geometric mean as shown in equation 1.
ck =

1

Rk
Rp

(1)

Figure 2: Left: Chromaticity for the original image; Middle: Entropy variation for different angles θ; Right: Restored
chromaticity of the invariant image.
However, since ρ is not 2D, we have to find a projector
P which can project ρ on to the plane.√ Note that, in log
space ρ is orthogonal to u = (1, 1, 1)T / 3. Hence, we can
consider the projector P as,
Pu⊥ = I − uuT = U T U

(4)

Here, U is a 2 × 3 orthogonal matrix, which rotates 3vector ρ into the plane as a 2-vector χ (equation 5).
χ = Uρ

Now we should project χ and χ again into a 1D line to
get the greyscale invariant image. Since the projection direction is not specified for an uncalibrated camera, we find
the correct projection direction by finding an angle θ which,
after the projection, would minimize the entropy of the resulting image I, which is given by equation 6.

Figure 1: Projecting in to an invariant direction [4]. Each
line in the log chromaticity space corresponds to a different
color patch, and each point corresponds to the change in
illumination.

Here k = 1, 2, 3 and Rp =

√
3

I = χ1 cosθ + χ2 sinθ
2.2.1

RGB. In log space,

ρk = log(ck ) = log(sk /sp ) + (ek − ep )/T

(6)

Entropy minimization

We form a histogram of the projected greyscale image I
using the middle 90% of the data [4]. An equi-spaced bin
size is chosen using equation 7, where N is the size of the
greyscale image for a given angle θ.

(2)

where, sk = k1 λ−5
k S(λk )qk and ek = −k2 /λk . The
derivation of equation 2 and the notation can be found in
Finlayson, et al [4].
Equation 2 is a straight line parameterized by T, and
(ek − ep ) is the direction independence of the surface [5]
which is denoted by e. If ρ is 2D, then by projecting ρk in
a direction orthogonal to e (equation 3), and subsequently
taking the exponential, we can get the illumination invariant
greyscale image.
I 0 = χ0k × e⊥

(5)

bin width = 3.5 std(projected data)N 1/3

(7)

Then we form probabilities pi for each bin which is occupied, and the entropy η can be calculated by equation 8.
X
η=−
pi (I)log(pi (I))
(8)
Angle θ which minimizes η is chosen as the correct projection angle, as shown in figure 2.
Finally, I is exponentiated to get the greyscale image
back from log space.

(3)
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Figure 3: In clockwise order: original RGB image; shadow removed chromaticity image; shadow removed 3-band color
image; combined shadow edges; edges of the grey invariant image; edges of the original image.

2.3

2-D shadowless chromaticity image

edges in the original image, with the edges not in the invariant image. Hence, qs (x, y) indicates 1 in pixel positions
where the shadow lies, and zero elsewhere (equation 14).

At this stage, we have two-vector chromaticity information
χ. To get back the color information, we find a 2 × 2 projector Pe⊥ [5] such that,
⊥

Pe ⊥

(
1
qs (x, y) =
0

⊥ T

e (e )
=
ke⊥ k

(9)

(10)

2.5

We add then add back enough of the direction vector e to
match the chromaticities of the brightest pixels in the original image (equation 11).
χ̃ → χ̃ + χextra light

From χ̃ we go to the 3-vector representation ρ̃ as given
in equation 12, which we exponentiate to recover an approximation of color c̃. Finally, equation 13 recovers L-1
chromaticity r̃ from c̃ [5]. An example of the original and
recovered L-1 chromaticity images are shown in Figure 2.

2.4

(12)

r̃ = {c̃1 , c̃2 , c̃3 }T /{c̃1 + c̃2 , c̃3 }

(13)

Integrating into a 3-D shadow free image

Given the original image and the shadow mask, we can reintegrate the edges to get back the shadowless 3-band color
image [3]. For each color band k in the original image,
let ρk (x, y) denote the greyscale corresponding to band k.
Gradients of the log image ρ0 (x, y) defines the edge map, as
shown in equation 15.

(11)

ρ̃ = U T χ̃

(14)

An example of locating the shadow mask can be found
in Figure 3. The edges shown in Figure 3 are dilated before
intersecting to get a precise shadow mask.

From Pe⊥ we form the projected 2-vector representation
χ̃ from equation 10.
χ̃ = Pe⊥ χ

if (x, y) is a shadow
otherwise

5x ρ0k (x, y) =

∂ρ0k (x, y)
∂ρ0k (x, y)
; 5y ρ0k (x, y) =
(15)
∂x
∂y

From qs (x, y), we can remove shadows by thresholding
out the gradient of the log image using the threshold function Ts (.), as shown in equation 16. Ts (.) sets each pixel to
0 if it is indicated as a pixel in the shadow mask.

Locating shadow edges
Tρ0 =

Once we recover the L-1 chromaticity image, a binary
shadow mask qs (x, y) is formed by taking the intersect of
3

Ts (5i ρ0k , qs (x, y))

(
0
=
5i ρ0k

if qs (x, y) = 1
otherwise
(16)

From the thresholded gradient Tρ0 , we reintegrate edge
information to get back the shadow-free log image ρ̃0 (x, y)
which is free of shadows. To do so, we first take the gradient of Tρ0 to acquire the Laplacian of the log image (equation 17. Then we make use of the fact that the Laplacian
of the thresholded image should be equal to the Laplacian
of the shadow-free image ρ̃0 (x, y), which we write as equation 18.
52Ts ρ0k (x, y) = 5x Tρ0 + 5y Tρ0

(17)

52 ρ̃0k (x, y) = 52Ts ρ0k (x, y)

(18)

set the edges in a large neighborhood of the shadow edge
to 0, which makes the image unrealistically smooth in some
areas [3]. Instead of dilating the edges, we can attempt to
grow the shadow edges to cover the whole shadow by following the steps given in Finlayson, et al [3]. Although we
carried out this iterative method, it did not yield successful
results in the edge growing step, hence the recovered 3-band
color images shown in Figure 7, which are acquired using
the non-iterative approach, are not very realistic.
JPEG images: We attempted to remove shadows from a
compressed JPG image as shown in Figure 4. Although the
shadow is slightly removed in the resulting image, it is not
satisfactory. This is due to the fact that most of the high frequencies (such as intensity information) are discarded in the
Fourier domain during the compression, hence the entropy
minimization method may not produce the correct projection direction. Figure 5 provides a comparison between
two images taken from the same dataset [6]; the first image, which is shown in Figure 4, is PNG, while the other
one is JPG. The angle that minimizes the entropy differs
drastically between the two images. Entropy given in Figure 5(a) is corresponding to the bottom-most image in Figure 7, which has a satisfactory shadow removal. Hence, we
can assume that the projection angle found for the JPG image is not accurate.
Human faces: Figure 6 shows an image of a female face
on the left, to which we applied the shadow removal algorithm, which yielded the image on the right. It can be seen
that the resulting color image has sharp features (i.e. edges)
when compared to the original image as the shadow areas
are somewhat removed during the process.

Equation 18 is known as the Poisson equation, which we
will be solving to recover the shadow free log image for
each band. We first use Neumann boundary conditions to
fix up the boundary (to avoid undefined Laplacian values).
Then we solve the Poisson equation by going to Fourier
space which guarantees integrability. Finally, we convert
back to the spatial domain by conducting inverse Fourier
transformation, which gives back the shadow-free single
band image up to an additive constant. By adding up the
constant, and combining the results acquired for each band
k, we get the shadow-free 3-band color image, as shown in
Figure 7.
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Results and Discussion

Figure 7 summarizes the results after applying the algorithm
discussed in this paper to natural images containing shadows. Images used are acquired from Drew, et al. [5], Guo,
et al.[6] and the McGill Calibrated Colour Image Database
[7].
Finding the best projection angle: First two input images
in Figure 7 are shot using a consumer HP618 camera [4],
which have yielded minimum entropy angles between 140◦
to 160◦ (actual calibration angle being 158.5◦ [4]). Third
and fourth input images are shot using a Nikon Coolpix
5700 camera [7], where both images have an invariant angle
between 140◦ - 150◦ . However, the camera used for the last
image is not specified by the authors [6].
Locating the shadow mask: Figure 3 illustrates the edges
we have acquired using Sobel edge detection algorithm. After applying dilation to thicken the edges, and by taking an
intersection (as described in section 2.4), we arrive at the
shadow mask. This approach is not very robust, as the edges
in the original log image and the invariant image does not
yield a one-to-one mapping. If we follow an approach as
described in Finlayson, et al. [4], the results shown in Figure 7 may have been better. This can be carried out as future
work.
Recovering the color image: We have tried to recover the
color image by a dilated shadow edge mask. As a result, we

Figure 4: Algorithm applied on a compressed JPG image.
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Conclusion

We have presented a shadow removal algorithm which
treats shadows as a change in illumination, hence projects
the data into an illumination invariant direction to get a
shadow-free greyscale image. For the recovery of the 3band color image, we locate the shadow edges, and reintegrate the resulting image for each band individually.
Resulting shadow-free images prove the plausibility of
our approach; nevertheless they convey the need for im4

shadows via illumination invariance,” in IEEE Workshop on Color and Photometric Methods in Computer
Vision, ICCV’03, 2003, pp. 32–39.
[6] Ruiqi Guo, Qieyun Dai, and Derek Hoiem, “Singleimage shadow detection and removal using paired regions,” in Computer Vision and Pattern Recognition
(CVPR), 2011 IEEE Conference on. IEEE, 2011, pp.
2033–2040.
[7] A. Olmos and F. A. A. Kingdom, “A biologically inspired algorithm for the recovery of shading and reflectance images.,” Perception, vol. 33, no. 12, pp.
1463–1473, 2003.

Figure 5: Entropy comparison of two images. a) PNG image; b) compressed JPG image from the same dataset.

Figure 6: Shadow removal applied on a human face. Left:
Original image; Right: Recovered 3-band color image 1 .

provement of the shadow mask formation and reintegration
approaches [3].
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Figure 7: Shadow removal algorithm applied on natural images [5], [6]. First column: Original image; Second column:
Chromaticity for the original image; Third column: Entropy variation for different angles θ; Fourth column: Restored
chromaticity of the invariant image; Last column: Reintegrated 3-band color image.
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